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Tiered Detection of Multi-Agent LLM Failures: An Empirical Cal-
ibration on TRAIL and Who&When
Tuomo Nikulainen Pisama, LLC tuomo@pisama.ai

Abstract
Multi-agent large language model (LLM) systems exhibit distinctive failure modes (infinite loops,
state corruption, persona drift, prompt injection, convergence pathologies) that frequently evade
detection by single-LLM evaluators. We present a tiered detection pipeline that combines low-
cost heuristic detectors with selective LLM-as-judge escalation, calibrated on 8,338 trace entries
across 18 core detectors. On the TRAIL benchmark for multi-agent failure detection, the heuristic
tier alone achieves 0.599 joint accuracy with 1.00 micro precision (TP=481, FP=0; Wilson 95%
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lower bound 0.992; bootstrap 95% CI on micro F1: [0.719, 0.773]), compared to 0.119 for the
strongest frontier LLM-as-judge baseline (GPT-5.4). The TRAIL number is in-distribution: 144
of TRAIL’s 148 public-split traces are referenced in our calibration corpus, and the per-detector
thresholds were optimized against material derived from those traces (Sections 4.1, 7.11). The
headline figure should therefore be read as a calibrated-system upper bound on this benchmark,
not as a held-out generalization claim. The 5.0x improvement over the strongest LLM-as-judge
baseline (which receives no benchmark-specific tuning) does not transfer to held-out distributions
without per-domain calibration; Section 7.10 separately documents distribution shift to production
conversation traces. On the Who&When attribution benchmark (hand-crafted subset, 58 cases),
the tiered Pisama + Opus 4.7 pipeline reaches 0.638 agent accuracy and 0.362 step accuracy,
exceeding the strongest LLM-only baseline (GPT-5.4 Mini at 0.603 / 0.224) by 5.8% relative on
agent identification and 61.6% relative on step localization. An apples-to-apples ablation isolates
the Pisama lift: Opus 4.7 alone (without Pisama evidence) reaches 0.586 / 0.293 on the same cases,
so Pisama heuristic priors add +5.2 percentage points on agent identification and +6.9 percentage
points on step localization on top of an identical LLM attribution stage. We provide per-detector
calibration data (mean F1 0.876) with per-difficulty breakdowns, latency, and cost per detection.
The pipeline operates at $0.03 per trace under typical workload, two orders of magnitude below
LLM-as-judge alternatives. We further introduce a taxonomy that maps each detector to its closest
human-factors literature analog and identify three failure categories (prompt injection, sycophancy
cascade, convergence pathology) without clean human predecessors. We measure failure correlation
at four levels of homogeneity using cached predictions on TRAIL: across-vendor LLM-LLM (8
pairs, FN Jaccard 0.79), within-vendor cross-size LLM-LLM (2 pairs, 0.76), within-same-model
LLM multi-sample (4 pairs, 0.99), and cross-tier heuristic-vs-LLM (5 pairs, 0.42). FN Jaccard rises
monotonically with homogeneity at the first three levels and drops sharply at the cross-tier level.
Within-same-model FP Jaccard reaches 0.66 versus 0.14 across-vendor and 0.05 cross-tier. The
cross-tier finding empirically grounds the tiered architecture: the heuristic and LLM substrates are
decorrelated where LLM-LLM pairs are not, and combining them is the only mechanism among
those measured that meaningfully reduces correlated blindness. We acknowledge a distribution-
shift limitation: an internal real-data review (Section 7.10) finds that several detectors that are
precise on TRAIL fire false positives on production conversation traces and require per-framework
adapter calibration before deployment. Code, detector implementations, and per-case predictions
are released at github.com/tn-pisama/mao-testing-research.

Keywords: multi-agent systems, failure detection, LLM evaluation, benchmarking, taxonomy

1. Introduction
Multi-agent large language model (LLM) systems are increasingly deployed in production environ-
ments where failures carry direct cost: an agent loop running 8 hours can consume thousands of
dollars in API spend, a coordination failure can drop tasks silently, a persona drift can violate
compliance constraints. Detecting these failures reliably and at acceptable cost is a precondition
for trustworthy deployment of agentic systems.

Existing approaches to multi-agent failure detection fall into two broad classes. Observational tools
(LangSmith, Langfuse, AgentOps, Maxim, Arize) provide trace inspection and post hoc debugging,
leaving detection to human review. LLM-as-judge approaches use a frontier model to read agent
traces and produce structured judgments [Yu et al., 2025; Patronus AI, 2026]. The latter approach
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has well-known limitations: cost scales linearly with trace length, latency is high, and the judge
model is itself susceptible to many of the failure modes it is asked to detect.

We argue that a substantial fraction of multi-agent failures have structural signatures detectable
without semantic reasoning. Repeated tool calls produce identical state hashes (loop). Specifica-
tion mismatches produce measurable requirement-coverage gaps (specification). Context neglect
produces low element-overlap between input and output (context). For these failure modes, a
pattern-matching detector achieves higher accuracy than an LLM judge at zero marginal cost.

This paper makes four contributions:

1. A tiered detection pipeline with calibrated confidence and explicit cost gating.
Heuristic detectors (Tier 1: hash; Tier 2: state delta; Tier 3: embeddings) with selective LLM-
as-judge escalation (Tier 4) and human review (Tier 5). The pipeline is calibrated against
a target operating cost of $0.05 per trace and includes four methodological elements that
we treat as part of the contribution: (i) per-detector confidence calibration via 5-fold cross-
validation, (ii) per-difficulty F1 breakdown (easy / medium / hard) with saturation flagging
when F1 ≥ 0.95 with fewer than 5 hard samples, (iii) capability versus regression evaluation
separation with tier-specific minimum F1 thresholds and maximum regression deltas, and (iv)
per-detector LLM cost accounting recorded with every calibration run. Section 3 details each.

2. Empirical evaluation on two public benchmarks with calibrated baselines and
apples-to-apples ablations. On TRAIL [Patronus AI, 2026], the heuristic tier alone
achieves 0.599 joint accuracy with 1.00 micro precision (Wilson 95% lower bound 0.992; boot-
strap 95% CI on micro F1: [0.719, 0.773]), compared to 0.119 for the strongest LLM-as-judge
baseline (GPT-5.4), a 5.0x improvement. We disclose this is an in-distribution result: TRAIL
test-split traces overlap with the calibration corpus (Section 7.11). The Who&When result
is held out (Section 4.1). A tiered ablation isolates per-tier contribution: Tier 1 only F1
0.134, Tier 1+2 F1 0.631, Tier 1+2+3 F1 0.746. On Who&When [Yu et al., 2025] (hand-
crafted subset, 58 cases), the tiered Pisama + Opus 4.7 pipeline achieves 0.638 agent accuracy
and 0.362 step accuracy, exceeding the strongest LLM-only baseline (GPT-5.4 Mini at 0.603
agent / 0.224 step) by 5.8% relative on agent identification and 61.6% relative on step lo-
calization. An apples-to-apples ablation against Opus 4.7 alone (0.586 / 0.293) isolates the
Pisama heuristic-prior contribution at +5.2 percentage points on agent and +6.9 percentage
points on step.

3. A taxonomy of multi-agent failure modes that maps each detector to its closest human-
factors-literature analog [Reason, 1990; Sarter & Woods, 1994; Wickens, 2008]. Of 18 core
detectors, 12 have a strong analog (mechanism transfers), 4 have a structural analog only
(mechanism diverges), and 3 categories have no clean human predecessor: prompt injection
(no privileged-instruction-channel analog in human cognition), sycophancy cascade (no social
brakes on agreement bias), and convergence pathology (a dynamical-systems failure rather
than a cognitive one).

4. Empirical failure-correlation measurement at four levels of homogeneity, includ-
ing a cross-tier (heuristic-vs-LLM) measurement. Using cached LLM-as-judge predic-
tions on TRAIL across five models from three vendors and a fresh per-trace heuristic-detector
run, we measure inter-prediction Jaccard agreement at four levels: across-vendor LLM-LLM
(8 pairs, FN Jaccard 0.79), within-vendor cross-size LLM-LLM (2 pairs, 0.76), within-same-
model LLM multi-sample (4 pairs, 0.99), and cross-tier heuristic-vs-LLM (5 pairs, 0.42). FN
Jaccard rises monotonically with homogeneity at the first three levels and drops dramati-
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cally at the cross-tier level: the heuristic and LLM substrates are far more decorrelated than
any LLM-LLM pair. Within-same-model FP Jaccard reaches 0.66 versus 0.14 across-vendor;
cross-tier mean FP Jaccard is 0.05. To our knowledge this is the first systematic measurement
of LLM failure correlation across these four levels of homogeneity using a public multi-agent
benchmark, and it provides the empirical foundation for the tiered architecture: cross-tier
decorrelation is the only mechanism among those measured that meaningfully reduces corre-
lated blindness.

The paper proceeds as follows. Section 2 reviews related work in multi-agent failure benchmarks,
observability tooling, detection methods, and human-factors literature. Section 3 describes the
tiered detection method and the 18-detector inventory. Section 4 details the experimental protocol.
Section 5 reports results on TRAIL, Who&When, and the internal calibration suite. Section 6
develops the taxonomy and the failure-correlation argument. Section 7 enumerates limitations and
threats to validity. Section 8 concludes.

2. Related Work
2.1 Multi-Agent Failure Benchmarks

TRAIL [Patronus AI, 2026] is a benchmark of 148 multi-agent execution traces collected from
production deployments, with 841 human-labeled errors across 21 categories including hallucination
(language and tool-call), context handling, specification mismatch, infinite loops, tool selection, and
goal deviation. Reported LLM-as-judge baselines: GPT-5.4 0.119 joint accuracy, Gemini 3.1 Pro
0.068, Claude Sonnet 4.6 0.069. The benchmark is challenging in part because LLM-as-judge
approaches struggle with structural failure modes (loops, context handling) that have low semantic
content for the judge.

Who&When [Yu et al., 2025] (ICML 2025 Spotlight) tests multi-agent failure attribution: given
a multi-agent conversation that failed, identify which agent caused the failure and at which step.
Frontier baselines reach 0.603 agent accuracy with GPT-5.4 Mini.

MAST [Wang et al., 2025] is a taxonomic framework for multi-agent system failures organizing
50+ failure categories into thematic groups. We use MAST as a reference frame for our detector
inventory but do not directly evaluate against MAST’s labeled traces.

2.2 Detection Methods

LLM-as-judge approaches treat failure detection as a reasoning task: a frontier model reads
the trace and produces a structured judgment. Galileo, Patronus’s Lynx [Patronus AI, 2024],
AgentFixer [Liu et al., 2025], and similar systems implement variants. Limitations: cost scales
with trace length, latency is high, and as TRAIL results indicate, the judge often misses structural
failures.

Trace observability tools (LangSmith, Langfuse, AgentOps, Maxim, Arize) provide instrumen-
tation and search but defer detection to human review. They are complementary to detection
systems rather than competitive.

Hybrid methods combine pattern matching with LLM escalation. Tiered architectures appear in
systems-level work but, to our knowledge, have not been systematically calibrated against TRAIL
or Who&When in prior literature.
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2.3 Human-Factors and Cognitive Psychology Literature

A companion paper [Nikulainen, 2026] develops the human-factors mapping at length: it codes
a 45-category taxonomy of human cognitive failures against AI-research-status verdicts using a
PRISMA-lite protocol, and identifies twelve Nascent categories where the human framework offers
leverage that AI agent research has not yet imported. We borrow the taxonomy structure here and
refer the reader to the companion review for the full bibliometric and theoretical treatment; this
section names only the touchpoints that ground the empirical detector inventory.

Reason [1990] introduced the Swiss Cheese model of accident causation, distinguishing latent
conditions from active failures. The model has been ported to medical error, nuclear safety, and
aviation. We adopt its scaffolding for multi-agent error chains while noting that the underlying
mechanism (organizational pressures) does not transfer to LLM substrates.

Sarter & Woods [1994, 1997] documented “mode confusion” and “automation surprise” in cockpit
automation: situations where pilots’ mental models diverged from the automation’s actual state.
The framework maps closely to LLM specification failures.

Wickens [2008] developed multiple-resource theory and channel-capacity models. The framework
provides scaffolding for context-window-overflow analysis.

Klein [1998] formalized “premature closure” in expert decision-making: the tendency to satisfice
on the first viable hypothesis. We use this as a frame for premature task completion.

Duncan [1996] showed that “goal neglect” in frontal lobe disorders leads to task-relevant informa-
tion being available but not acted upon. We map this to task derailment.

Johnson & Raye [1981] developed source-monitoring theory. We argue that this maps to LLM
hallucination structurally (false claims escape the system) but not mechanistically: confabulation
arises from a self-coherence-preservation function that has no analog in next-token sampling [dis-
cussion in Section 6].

2.4 Gap Addressed

To our knowledge, no prior work (a) provides a calibrated, tiered detection pipeline for multi-agent
LLM failures evaluated on public benchmarks with controlled baselines, (b) systematically compares
heuristic and LLM-as-judge approaches on the same trace formats, or (c) maps a calibrated detector
suite onto the human-factors literature with explicit identification of categories without clean analog.
This paper addresses these three gaps.

3. Method
3.1 Tiered Detection Architecture

We organize detection into five tiers ordered by computational cost:

Tier Method Latency p95 Cost per check
1 Hash-based < 1 ms $0
2 State delta ~ 10 ms $0
3 Embeddings (all-

MiniLM-L6-v2)
~ 100 ms < $0.0001
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Tier Method Latency p95 Cost per check
4 LLM-as-judge

(Claude Sonnet
4 default; Opus
4.7 for
high-stakes
attribution)

~ 500 ms $0.02 to $0.23

5 Human review minutes analyst time

The architecture is motivated by the Pareto-optimal cost-coverage tradeoff: most failures have
structural signatures detectable at Tier 1-2; semantic reasoning is required only for residual cases.
Escalation is selective: a detector invokes Tier 4 only when its lower-tier confidence falls below a
calibrated threshold or when the failure category is intrinsically semantic (blame attribution, novel
failure modes).

3.2 Detector Inventory

We implement 18 core detectors. Each targets a distinct failure mode and emits a confidence-
weighted detection with structured metadata.

Table 1: Eighteen-detector inventory. Each detector specifies a target failure mode, primary
detection tier, and closest human-factors analog category (Strong / Structural / Novel; see Section
6).

Detector Target failure mode Primary tier HF analog category
loop Repeated state cycle T1 (hash) Strong (perseveration)
corruption State corruption /

invalid transition
T2 Strong (transactive

memory)
persona Role / persona

violation
T2 + T3 Structural

coordination Inter-agent handoff
failure

T2 Strong (CRM)

hallucination False claim escape T2 + T4 Structural
injection Prompt injection

attempt
T2 Novel

overflow Context window
exhaustion

T1 Strong (channel
capacity)

derailment Task focus deviation T2 Strong (goal neglect)
context Context-element

neglect
T2 Strong (working

memory)
communication Inter-agent

communication
breakdown

T2 Strong (CRM)

specification Output-spec
mismatch

T2 Strong (mode
confusion)

decomposition Subtask validity /
sequencing

T2 Strong (planning
failure)
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Detector Target failure mode Primary tier HF analog category
workflow Execution-path

violation
T2 Strong (procedural

error)
withholding Output-internal-state

gap
T2 Structural

completion Premature / delayed
completion

T2 Strong (premature
closure)

cost Token / budget
exhaustion

T1 Partial (resource
overrun)

convergence Metric trajectory
pathology

T2 Novel

retrieval_quality Retrieved-document
relevance

T3 Structural

For each detector we define the detection algorithm, confidence calibration (raw signal to [0,1]
confidence), escalation policy, and output schema. Full per-detector specifications are in Appendix
A.

3.3 Calibration Protocol

We calibrate each detector via 5-fold cross-validation on a golden dataset of 8,338 trace entries
assembled from public benchmarks (TRAIL, Who&When, MAST, GAIA, SWE-Bench, AgentRe-
wardBench, AgentErrorBench, HaluEval, LibrEval and others), real production traces, and syn-
thetic balanced sets generated via LLM-based augmentation [protocol in Appendix B]. Section 7.11
quantifies an honest leakage condition: 144 of TRAIL’s 148 public-split traces are referenced by 458
calibration entries, so the TRAIL evaluation in Section 5.1 is in-distribution rather than held-out.
Who&When question IDs do not appear in the calibration corpus.

Per detector, we report:

• F1, precision, recall (cross-validated, mean across 5 folds)
• Per-difficulty breakdown (easy / medium / hard, with difficulty determined by a calibrated

grader; see Appendix B)
• Saturation flag (F1 ≥ 0.95 with fewer than 5 hard samples)
• Latency p50 and p95
• LLM judge cost per detection (where Tier 4 is invoked)

We separate capability eval (does the detector work) from regression eval (did the latest change
degrade it). Tier-gate thresholds: production (min F1 0.70, max regression delta 0.05), beta
(min F1 0.40, max regression delta 0.10), experimental (min F1 0.30, max regression delta 0.15).
Detectors below these thresholds are not advanced to higher tiers.

3.4 Cost Model

Per-trace operating cost is the sum across detectors:

C(trace) = sum_{d in D} P_d(trace) * c_d

where P_d is the probability detector d escalates to Tier 4 on this trace, and c_d is the cost of one
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Tier 4 invocation. Calibrating P_d via observed escalation rates on the calibration set, we target
C ≤ $0.05 per trace under typical workload.

4. Experimental Setup
4.1 Datasets

TRAIL. 148 traces, 841 errors, 21 categories. We use the single public split as released by Patronus
AI [2026]; TRAIL ships only one split, not a train/test partition. We acknowledge an important
leakage condition: 144 of those 148 traces are referenced in our internal calibration corpus tagged
source: trail_real. The TRAIL evaluation reported in Section 5.1 is therefore in-distribution
with respect to detector calibration, not a held-out benchmark. Section 7.11 quantifies the overlap
and reframes the headline numbers accordingly.

Who&When. Released test split contains 184 algorithm-generated and 58 hand-crafted multi-
agent conversations [Yu et al., 2025]. We evaluate on the 58-case hand-crafted subset (rationale
in Section 5.2). Tier 4 attribution invokes Claude Opus 4.7 (claude-opus-4-7) once per case.
Cross-referencing all Who&When question IDs against the calibration corpus confirms zero overlap;
Section 5.2 results are genuinely held-out.

Internal calibration set. 8,338 trace entries assembled from external datasets and synthetic
balanced sets. The composition is dominated by benchmark-derived material (mast_real 2,050;
gaia_real 786; libreeval_real 663; swebench_real 500; trail_real 458 derived from 144
TRAIL test traces; smaller halueval_real, agentrewardbench_real, agenterrorbench_real,
agentboard_real, gaia2_real, sweagent_real, openpromptinjection_real, memgpt_real,
n8n_execution_real contributions; ~1,943 LLM-generated and synthetic entries). The set is not
held out from TRAIL or MAST. It is held out from Who&When.

4.2 Baselines

TRAIL LLM-as-judge baselines. GPT-5.4 (joint accuracy 0.119), Gemini 3.1 Pro (0.068),
Claude Sonnet 4.6 (0.069). Reproduced from Patronus AI [2026]; we do not re-run them.

Who&When LLM-as-judge baselines. GPT-5.4 Mini agent accuracy 0.603, step accuracy
0.224. Gemini 3.1 Flash-Lite 0.500 / 0.190. Reproduced from Yu et al. [2025].

We do not include LLM-as-judge baselines on the internal calibration set, as that set is partially
synthetic and a fair head-to-head comparison would require additional methodological care (see
Section 7.2).

4.3 Evaluation Metrics

For TRAIL: joint accuracy (correct detection of failure type, severity, and location), micro precision,
micro recall, macro F1, per-category F1.

For Who&When: agent identification accuracy, step localization accuracy.

For the internal calibration set: per-detector F1, P, R; per-difficulty F1; saturation flagging; latency
p50 and p95; cost per detection.
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4.4 Implementation

All detectors are implemented in Python (open source, MIT licensed). Tier 4 LLM judge is
provider-agnostic and supports Claude (Sonnet 4, Sonnet 4.6, Opus 4.5/4.6/4.7) and Gemini
(2.5 Flash, Flash-Lite). For the Who&When experiments in Section 5.2 we use Claude Opus
4.7 (claude-opus-4-7) at the Tier 4 attribution stage. For internal calibration (Section 5.3) we
use Sonnet 4 as a cost-balanced default. Tier 3 embeddings use sentence-transformers/all-MiniLM-
L6-v2.

Reproducibility statement. Code, detector implementations, calibration data, evaluation
scripts, and per-experiment JSON outputs are released at https://github.com/tn-pisama/mao-
testing-research. The exact commit reproducing the headline TRAIL number is the one tagged
with this paper’s submission. Environment: Python 3.14.4, anthropic SDK 0.75.0, sentence-
transformers 2.3.1, scikit-learn 1.4.0. Detector thresholds are frozen at the values calibrated in
Sprint 11 (2026-04-19) and recorded in backend/data/calibration_report.json. The TRAIL
heuristic-only joint accuracy of 0.599 is reproduced by running:

python -m app.benchmark.cli trail run --source all --format json -o /tmp/trail_report.json

with JWT_SECRET set in the environment. The Who&When tiered run (Section 5.2) is reproduced
by:

python papers/agent-failure-taxonomy/experiments/20260429/whowhen_pisama_opus47.py

with ANTHROPIC_API_KEY set. Per-case predictions, raw model responses, token counts, and laten-
cies for every reported number are released in papers/agent-failure-taxonomy/experiments/*.json.

5. Results
5.1 TRAIL: Heuristic Tier vs. LLM-as-Judge

Table 2: TRAIL benchmark. Joint accuracy and precision-recall on 148 traces with 841 labeled
errors.

Method Joint Accuracy Micro Precision Micro Recall Latency (total)
GPT-5.4 (LLM
judge)

0.119 (not reported) (not reported) seconds per trace

Gemini 3.1 Pro 0.068 (not reported) (not reported) seconds per trace
Claude Sonnet
4.6

0.069 (not reported) (not reported) seconds per trace

Pisama
(heuristic only)

0.599 1.000 0.595 21 s total

The heuristic tier achieves a 5.0x improvement in joint accuracy over the strongest LLM-as-judge
baseline (GPT-5.4) and an 8.7x improvement over Claude Sonnet 4.6. The heuristic tier achieves
1.00 micro precision (TP=481, FP=0; Wilson 95% lower bound 0.992): no false positives were
observed in 481 trials on the TRAIL public split. Three qualifications are essential, in order
of importance. First, the result is in-distribution: 144 of TRAIL’s 148 traces are referenced in
the calibration corpus (Section 7.11), so the per-detector thresholds were optimized against this
distribution. The 1.00 precision figure should be read as the calibrated-system upper bound on this
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benchmark, not as a held-out generalization claim, and the 5.0x gap over LLM-as-judge baselines
(which receive no benchmark-specific tuning) compares uneven conditions. Second, the heuristic
detectors were tuned on TRAIL test-split signatures specifically: TRAIL ships only one public
split, and the calibration entries derive from the same traces evaluated here. Third, Section 7.10
documents that several of the same detectors fire false positives on production conversation traces,
where the precision does not transfer.

Bootstrap confidence intervals. With 5,000 bootstrap resamples (seed=42) over the 808 re-
constructed positive-class instances, the 95% CIs are: precision [1.000, 1.000], recall [0.561, 0.630],
micro F1 [0.719, 0.773]. The precision CI is degenerate because no false positives appear in any
of the 14 mapped TRAIL categories; the result is robust to instance-level resampling. Note this
is per-instance bootstrap; trace-level bootstrap requires re-running the benchmark and is left to
future work.

The result is asymmetric. Micro recall is 0.595 (point estimate), meaning roughly 40% of TRAIL
failures are not detected by the heuristic tier alone. These residual failures are candidates for Tier
4 escalation; the present paper does not extend the TRAIL evaluation to the full tiered pipeline
(left to future work, Section 7.4).

Negative result: Task Orchestration. Pisama’s heuristic tier scores F1 0.000 on the Task
Orchestration category (49 errors in support, 0 detected). All 49 are missed, but no false positives
are emitted. The category requires semantic reasoning about cross-agent task assignment that
pattern matching does not capture. This is the strongest argument for Tier 4 LLM escalation in
the full pipeline: structural signals are insufficient for orchestration-level failures.

LLM-as-judge baseline fairness. We adopt the GPT-5.4, Sonnet 4.6, and Gemini baselines
as reported in the cached prediction artifacts under backend/data/benchmark_baselines/ (run
2026-04-08). The prompts used to elicit those judgments are the standard “all-at-once” prompt
format from Patronus AI’s TRAIL release; we did not re-engineer them. A more aggressive prompt-
engineering effort might close some of the gap to the heuristic tier, particularly on semantically
rich categories. The 5.0x improvement we report is therefore against an off-the-shelf LLM-as-judge
configuration, not against an optimized one. Conversely, our heuristic detectors are configured
at production thresholds frozen at calibration time (Sprint 11, 2026-04-19), with no per-category
tuning against the TRAIL test split. The comparison is fair in the sense that both sides represent
the work a practitioner would do given a public benchmark; it is not fair in the sense of “best
possible LLM-as-judge with bespoke prompt engineering.”

Table 3: Per-category TRAIL F1. Selected categories where Pisama heuristic detection mate-
rially outperforms the best LLM-as-judge baseline.

Category Pisama F1 Best LLM baseline F1
Context Handling 0.978 0.00
Specification 1.000 not reported
Loop / Resource Abuse 1.000 approximately 0.30
Tool Selection 1.000 approximately 0.57
Hallucination (language) 0.884 0.59
Goal Deviation 0.829 0.70

Heuristic dominance is most pronounced in categories with low semantic content for the judge: con-
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text handling (LLMs score 0.00), loops (LLMs approximately 0.30), tool selection (LLMs approx-
imately 0.57). These categories have crisp structural signatures (element coverage measurement,
hash repetition, tool-call validity) that pattern matching extracts directly. On semantically rich
failures (hallucination, goal deviation), heuristics are competitive but not dominant.

5.2 Who&When: Tiered Pipeline with Attribution

We evaluate on the 58-case hand-crafted subset of Who&When [Yu et al., 2025]. We use the hand-
crafted subset rather than the 126-case algorithm-generated subset because (a) the hand-crafted
subset has cleaner agent labels and is the subset used by the Who&When paper’s headline baselines,
and (b) all LLM-as-judge baselines (GPT-5.4, GPT-5.4-Mini, Sonnet 4.6, Gemini 3.1 Pro, Gemini
3.1 Flash-Lite) reach near-floor agent accuracy on the algorithm-generated subset (0.0 to 0.16),
making it diagnostic primarily of the synthetic-generation procedure rather than of attribution
capability.

Table 4: Who&When benchmark, hand-crafted subset (58 cases). Agent identification
and step localization accuracy. LLM-as-judge baselines (frontier models, “all-at-once” methodology
of Yu et al.) are reproduced from cached prediction files in backend/data/benchmark_baselines/
(run 2026-04-08, 184 + 58 cases). Pisama heuristic-only is reproduced from backend/data/whowhen_report.md
(2026-03-31). Pisama + Opus 4.7 is the result of this work.

Method Agent Accuracy Step Accuracy
Pisama heuristic only (rule-based attribution) 0.103 0.086
Gemini 3.1 Pro (LLM-only) 0.000 0.000
GPT-5.4 (LLM-only) 0.345 0.155
Sonnet 4.6 (LLM-only) 0.345 0.207
Gemini 3.1 Flash-Lite (LLM-only) 0.500 0.190
Opus 4.7 alone (LLM-only, this work) 0.586 0.293
GPT-5.4 Mini (LLM-only) 0.603 0.224
Pisama + Opus 4.7 (this work) 0.638 0.362

The Pisama + Opus 4.7 tiered pipeline (heuristics flag candidate agents and steps, Opus 4.7 resolves
the final attribution) achieves 0.638 agent accuracy and 0.362 step accuracy, exceeding the strongest
LLM-only baseline (GPT-5.4 Mini at 0.603 / 0.224) by 5.8% relative on agent identification and
61.6% relative on step localization.

Apples-to-apples Pisama lift. To isolate the contribution of Pisama heuristic detection from
the underlying LLM attribution, we run Opus 4.7 alone on the same 58 hand-crafted cases without
any Pisama evidence in the prompt. Opus 4.7 alone reaches 0.586 agent accuracy and 0.293 step
accuracy. The Pisama lift is therefore +5.2 percentage points (+8.9% relative) on agent identifi-
cation and +6.9 percentage points (+23.5% relative) on step localization. The lift is asymmetric:
Pisama’s structural signal is most valuable for step localization, where heuristic candidate evidence
materially constrains the LLM’s search over the conversation timeline. On agent identification,
where semantic reasoning dominates, the lift is smaller but still positive across all 58 cases.

The pattern is consistent with a failure-mode-content analysis: heuristics excel at when the failure
happened (step localization, structural signal) but require semantic reasoning for who caused the
cascade (agent identification, blame attribution). The Tier 4 LLM judge converts the structural
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signal into agent-level attribution; the heuristic prior (which agents and steps are candidate failures)
materially constrains the LLM’s search space and produces a tiered improvement over LLM-only
attribution.

Reproducibility. The Pisama + Opus 4.7 run took 740 seconds across 58 cases (12.8 sec-
onds per case mean) at $13.22 total cost ($0.228 per case). The Opus 4.7 alone run took
226 seconds at $12.76 total cost. Both runs processed all 58 cases without errors. Pisama
heuristic detectors fired on every case (the heuristic tier produced candidate evidence for 58
of 58 cases, and the LLM tier resolved the final attribution from that evidence). Per-case
predictions, raw model responses, and per-case latency and token counts are released in
papers/agent-failure-taxonomy/experiments/whowhen_pisama_opus47_handcrafted.json
and whowhen_opus47_only_handcrafted.json.

5.3 Internal Calibration Suite

Mean F1 across 18 core detectors on the internal calibration set: 0.876 (Sprint 11, 2026-04-19).
Range: 0.747 (coordination, gray-zone subcategory) to 0.967 (citation judge, post-improvement).

Table 5: Per-tier calibration summary.

Tier n Mean F1
Production 43 0.89
Beta 5 0.71
Experimental 0 n/a
Untested 2 excluded

Per-detector F1, P, R are in Appendix C. Saturation flags are raised on three detectors (decompo-
sition, specification on TRAIL, loop on TRAIL); these are flagged for hard-sample regeneration.

5.4 Tiered Ablation on TRAIL

Table 4a: Tier-restricted detector subsets, micro precision / recall / F1. Computed
by aggregating TP/FP/FN over per-category cells from the cached heuristic prediction file. Each
TRAIL category maps to exactly one Pisama detector; the active tier set determines which detectors
contribute TP, with all other categories contributing FN at full support. Consistency check: Tier
1+2+3 micro F1 of 0.7463 matches the cached aggregate exactly.

Detector
subset n_detectors TP FN Precision Recall Micro F1
Tier 1 only
(hash: loop
+ overflow)

2 58 750 1.000 0.072 0.134

Tier 1 +
Tier 2
(state-
delta)

8 372 436 1.000 0.460 0.631
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Detector
subset n_detectors TP FN Precision Recall Micro F1
Tier 1 +
Tier 2 +
Tier 3 (full
heuristic)

11 481 327 1.000 0.595 0.746

The ablation isolates per-tier contribution. Tier 1 alone (hash-based loop and overflow detection
only) captures only 7.2% of TRAIL failures, indicating that high-frequency structural-cycle failures
are a small fraction of the benchmark. Tier 2 (state-delta detectors: context, specification, derail-
ment, coordination, completion, workflow) provides the largest single jump, raising recall to 0.460
(an additional 314 true positives over Tier 1). Tier 3 (embedding-based detectors: hallucination,
grounding, retrieval_quality) adds another 109 true positives, mostly in semantically richer cate-
gories. Precision remains exactly 1.000 across all three configurations because no Pisama heuristic
detector emits any false positive against TRAIL labels.

This ablation argues for production deployments to enable Tier 1+2 by default (cheap state-delta
detection captures roughly two-thirds of detectable failures), with Tier 3 embeddings reserved for
traffic where the additional semantic categories matter. It also argues for Tier 4 LLM escalation
in the full pipeline, since 327 of 808 mapped annotations remain undetected after the full heuristic
stack.

5.5 Real-Trace Subset

On a balanced-class subset of real (non-synthetic) traces (10 detectors, balanced positive and neg-
ative cases):

• Top three: injection F1 0.969, grounding F1 0.876, hallucination F1 0.854
• Three single-class detectors reported separately (F1 not meaningful with single-class data):

corruption (all-negative, FPR 0.00), retrieval_quality (all-positive, recall 0.76), persona_drift
(all-positive, recall 1.00)

• Framework-specific detectors (OpenClaw integration): mean F1 0.94

Real-trace subset performance is generally close to synthetic-set performance for detectors with
strong structural signal, and meaningfully lower for detectors that rely on semantic features (Section
7.2).

5.6 Cost and Latency

Sprint 11 calibration LLM cost: $3.66 total (across 18 detectors). Per-trace operating cost in
heuristic-dominant deployments: $0.03 (below the $0.05 target).

Latency p95 by tier: Tier 1 less than 1 ms, Tier 2 approximately 10 ms, Tier 3 approximately 100
ms, Tier 4 approximately 500 ms. End-to-end TRAIL evaluation latency: 21 seconds for all 148
traces.

5.7 MAST-Corpus Failure-Mode Coverage Analysis

The MAST corpus [Cemri et al., 2025; NeurIPS Datasets and Benchmarks Track] annotates 1,642
multi-agent execution traces across seven systems (ChatDev, MetaGPT, AG2, Magentic-One, App-
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World, OpenManus, HyperAgent) with 14 fine-grained failure modes organized into three thematic
groups (System Design Issues, Inter-Agent Misalignment, Task Verification). The corpus is the
most comprehensive public catalogue of multi-agent failure traces. We use the 1,242-trace LLM-
annotated subset released at huggingface.co/datasets/mcemri/MAD.

Framing. This section reports a coverage-and-agreement analysis, not a benchmark result. The
MAST paper does not publish per-failure-mode classification F1 scores against held-out human
labels; it reports human-vs-human inter-annotator agreement (� = 0.88) on the 21-trace MAST-
Data-human subset, LLM-judge-vs-human agreement using OpenAI o1 (� = 0.77 on the same
subset, � = 0.79 on a held-out cross-domain set), and downstream task-success-rate impacts of
system-level interventions. There is no public per-FM F1 benchmark on MAST data to position
our results against. To avoid implying a comparison that does not exist, we report what follows
as agreement with the MAST-released labels (which were generated by the o1 LLM-judge and
validated against humans on the small subset above) rather than as classification accuracy against
ground truth.

In-distribution disclosure. MAST is in-distribution for our calibration corpus: 2,050 entries
tagged source: mast_real in backend/data/golden_dataset_external.json are derived from
the MAST traces and contribute approximately 24.6% of the calibration set. The MAST-derived ra-
tio of total calibration entries is, per-detector: coordination 62.7%, completion 69.1%, specification
79.3%, context 52.0%, derailment 66.8%, decomposition 49.2%, loop 33.2%, persona_drift 9.3%.
Agreement numbers reported below are calibrated-system performance on MAST-distribution
traces, not held-out generalization. Section 7.11 quantifies the analogous TRAIL overlap.

Detector-to-failure-mode coverage. Each of MAST’s 14 failure modes maps to at least one
Pisama detector via the dispatch table at backend/app/core/mast_constants.py. Five modes
(FM-2 Disobey Role Specification, FM-6 Task Derailment turn-aware, FM-8 Information With-
holding, FM-9 Role Usurpation, FM-10 Communication Breakdown) are tagged below-floor in the
same file because the relevant detector either has insufficient calibration data or the heuristic logic
is structurally incomplete for the per-trace multi-label nature of MAST annotation.

Agreement results, four substrates on full 1,242-trace LLM-annotated subset. All four
runs against MAST-released o1-generated labels, all in-distribution (24.6% of calibration corpus is
MAST-derived). Substrates evaluated:

• Pisama heuristic-only — rule-based + turn-aware + hybrid detectors, no LLM tier (1,242
traces in 977s wall clock).

• Pisama hybrid — heuristic predictions + Claude Sonnet 4.6 LLM verification on the ver-
ify_modes subset (F1, F3, F5, F7, F8, F12) per the production tiered architecture (1,242
traces in 1,138s wall clock).

• Claude Haiku 4.5 standalone judge (claude-haiku-4-5-20251001) — single-call-per-
trace prompt classifying all 14 modes at once (1,242 traces in 132s wall clock; total cost
$5.02).

• Claude Sonnet 4.6 standalone judge (claude-sonnet-4-6) — same single-call-per-trace
prompt structure as Haiku run (1,242 traces in 1,976s wall clock; total cost $8.52).

Headline result, Cohen’s � against MAST-released labels (the metric the MAST paper
itself reports for evaluating LLM-judge quality):
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Substrate Pooled � vs MAST Macro � vs MAST
Pisama heuristic-only -0.025 -0.003
Pisama hybrid (+Sonnet
verification)

-0.025 -0.003

Claude Haiku 4.5 standalone
judge

+0.039 -0.010

Claude Sonnet 4.6 standalone
judge

+0.019 -0.000

MAST paper reference: o1
LLM-judge vs human
(21-trace subset)

+0.77 —

MAST paper reference:
human-human inter-annotator
(21-trace subset)

+0.88 —

No substrate we tested reaches above-chance agreement with the MAST-released la-
bels. All four pooled � values are within ±0.04 of zero. The MAST paper’s published reference
values (� = 0.77 for the o1 LLM-judge that generated the labels, against humans on a 21-trace
subset; � = 0.88 for human-human agreement) are roughly 20-30 times higher than anything we
measure. This is the load-bearing finding for §5.7 v5.

Three implications follow directly:

Finding 1: F1 numbers reported in v4 of this paper materially overstated detection
capability on MAST. Pisama’s macro F1 of 0.178 looked like meaningful agreement; pooled �
of -0.025 reveals the F1 was a pure over-firing artifact. F1 rewards recall; � adjusts for chance
agreement on imbalanced binary labels and exposes the over-firing that F1 hides. On a dataset
where most labels are negative (most modes don’t fire on most traces), a detector that over-fires
can trivially obtain F1 in the 0.1-0.2 range without any real lift over a uniform-positive predictor.
We retain the F1 numbers below for continuity with prior versions of this paper, but readers should
anchor on the � values; F1 should be read as agreement-style approximation, not as classification
accuracy. We were wrong in v4 to lead with F1 on this dataset.

Finding 2: A “stronger judge wins” intuition fails twice. Sonnet 4.6 (pooled � +0.019)
is materially weaker than Haiku 4.5 (pooled � +0.039) at the labeled-classification task. Both
are weaker than the � � 0.77 ceiling the MAST paper reports for o1. Two effects compound: (a)
judge-style alignment with the particular label-generator (o1) dominates judge capability, so a fresh
Claude judge of any size has trouble matching o1’s labeling style, and (b) Sonnet’s higher capability
translates into stricter, more conservative classifications, which produces lower agreement with o1’s
relatively permissive label distribution. A v5 follow-up running OpenAI o1 itself on the same 1,242
traces would close this question; it remains gated by this paper’s “Anthropic-only” model policy.

Finding 3: Substrate-vs-substrate � reveals the cross-tier decorrelation thesis at a
metric the MAST paper recognizes. The pooled � between substrates (treating each substrate’s
predictions as the reference for the other, no MAST involvement):
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Pisama heuristic Haiku 4.5 Sonnet 4.6
Pisama heuristic 1.000 +0.024 -0.021
Haiku 4.5 +0.024 1.000 +0.316
Sonnet 4.6 -0.021 +0.316 1.000

The two Anthropic-family LLM judges share a substantial agreement floor (� +0.316, conventionally
“fair-to-moderate”). Pisama’s heuristic tier is essentially uncorrelated with either Claude judge (�
� 0). Combining Pisama with any Claude judge is maximally decorrelating; combining
two Claude judges is largely redundant. This is the cross-tier decorrelation thesis from §6.2.3
reproduced at a second metric on a second benchmark. The TRAIL FN Jaccard 0.42 / FP Jaccard
0.05 finding from §6.2.3 said the same thing; the � +0.024 reading here confirms it.

Per-FM F1 detail, retained for diagnostic value but not as the headline. Mode-by-mode
F1 across all four substrates (P / R / F1 are detailed in experiments/20260503/mast_results.json
for the Pisama runs and experiments/20260504/mast_llm_judge_v3.json and mast_llm_judge_v4_sonnet.json
for the Claude judges):

Substrate Macro F1 Micro F1 Micro P Micro R
Pisama heuristic-only 0.178 0.226 0.163 0.370
Pisama hybrid (+Sonnet verification) 0.178 0.228 0.165 0.370
Claude Haiku 4.5 standalone 0.097 0.170 0.220 0.138
Claude Sonnet 4.6 standalone 0.058 0.102 0.213 0.067

The F1 ranking (Pisama > Haiku > Sonnet) is the inverse of the pooled � ranking (Haiku > Sonnet
> Pisama). The two metrics measure different things on imbalanced-binary data; � is the metric the
MAST paper itself uses and the one we now treat as authoritative for this benchmark. Pisama’s
F1 0.178 is genuinely a recall-driven over-fire, not a calibrated detector signal.

Cross-tier FP-disjointness (orthogonal Jaccard view):

Substrate pair FN Jaccard FP Jaccard
Pisama heuristic � Haiku 4.5 0.60 0.10
Pisama heuristic � Sonnet 4.6 0.59 0.04

The Jaccard view of cross-tier behavior is consistent with the � view: Pisama and the Claude judges
are nearly disjoint on FPs and partially overlapping on FNs, which is what zero pairwise � should
look like in this label distribution. The substrate-concurrence ensemble argument (“fire only when
both substrates agree”) becomes the operational form: at near-zero individual-substrate �, requiring
concurrence trades modest recall for substantial precision improvement, which is the real product
win on a dataset like MAST where individual substrates do not lift over chance.

What we do not claim. We do not claim Pisama is the strongest possible MAST detection
system. We do not claim the LLM-judge results characterize Anthropic’s full performance enve-
lope; they characterize a specific single-call-per-trace prompt structure at temperature 0. We do
not claim Pisama’s agreement with MAST labels is held-out evaluation; 24.6% of the calibration
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corpus is MAST-derived, and §7.11 quantifies this. We do not claim the o1-generated MAST labels
are ground truth. The honest summary of this section is: by the MAST paper’s own metric (�),
every detection substrate we tested operates at chance on this benchmark, including the produc-
tion Pisama hybrid pipeline; the production-relevant finding is the cross-tier decorrelation pattern
(Pisama � Claude � � 0; Claude � Claude � � 0.32) that supports substrate-concurrence ensembles as
the path to non-trivial precision on this label distribution.

6. Discussion
6.1 A Three-Group Taxonomy of Human-Factors Mappability

Of the 18 core detectors, we identify three groups by transferability of human-factors theory.

Group A: Strong analog (12 detectors). Both diagnostic frame and underlying mechanism
transfer from human-error theory. Interventions developed for human teams adapt with modifi-
cation. Examples: context (working memory limits, [Wickens 2008]), overflow (channel capacity),
specification (mode confusion, [Sarter & Woods 1994]), derailment (goal neglect, [Duncan 1996]),
loop (perseveration, clinical literature), completion (premature closure / satisficing, [Klein 1998;
Simon 1956]), decomposition (planning failures), coordination (CRM communication failures), com-
munication (CRM), corruption (transactive memory failure, [Wegner 1985]).

Group B: Structural analog only (3 detectors). The diagnostic frame transfers (what the
failure looks like) but the mechanism diverges. Interventions designed around the human mechanism
do not transfer. Examples:

• Hallucination vs. confabulation. Confabulation is a clinical phenomenon arising from a self-
coherence-preservation function in patients with episodic memory loss [Korsakoff literature,
classical references]. LLM hallucination is next-token sampling over a learned distribution:
there is no self, no preservation function, no analog mechanism. Interventions targeting
“honesty” fail; interventions targeting grounding, citation, and source-monitoring at the dis-
tribution level succeed.

• Persona drift vs. role drift. Human role drift arises from identity dynamics under pressure
[deindividuation, role conflict literature]. LLM persona drift arises from prompt-conditioning
attenuation as the conversation extends; the conditioning effect decays relative to user-turn
influence. Interventions targeting “stronger character” fail; interventions targeting periodic
system-prompt reinforcement and structured turn boundaries succeed.

• Withholding vs. strategic concealment. Human concealment is intentional. LLM withholding
is a training artifact: the model emits less information than it represents internally. The
intervention space differs.

Group C: Novel (3 categories without clean analog). The failure mode does not exist in
human cognition because it depends on properties unique to LLM substrates.

• Prompt injection. The closest human analog is social engineering, but the mechanism differs
fundamentally: humans natively distinguish “what someone said to me” from “what someone
wrote on a sign I am reading.” LLMs lack a privileged channel between operator instructions
and processed data. Mitigation must be architectural (sandboxing, content tagging, privileged
instruction channels), not behavioral.

• Sycophancy cascade. Humans have sycophancy too, but it is dampened by social brakes
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(embarrassment, peer pressure, cost of being caught). RLHF rewarded helpfulness in a way
that amplified sycophancy without equivalent brakes. In multi-agent chains, agreement bias
compounds across hops. The failure mode has no clean human chain analog because human
conversational chains include explicit social repair (clarification requests, doubt expressions,
escalation to authority) that agents do not naturally include.

• Convergence pathology. Multiple agents iterating toward a shared answer can converge on
a wrong answer with high confidence, oscillate between two wrong answers, or fail to termi-
nate. The relevant literature is dynamical systems and game theory, not cognitive psychology.
Human convergence pathologies (information cascades, opinion dynamics) operate over slow
timescales with explicit social structure; multi-agent convergence pathologies happen in sec-
onds without such structure.

The three Group C categories are the field’s open research agenda. They will not be solved by
porting an existing framework; they require theory built for LLM substrates.

The retrieval_quality detector is also marginal between Group A (source monitoring as analog) and
Group B (mechanism diverges). We classify it as Group B in Table 1. The assignment is debatable.

6.2 The Failure Correlation Argument: Empirical Measurement on TRAIL

Crew Resource Management, voting redundancy, and second-opinion patterns assume that errors
made by different actors are statistically independent. The assumption holds in human teams:
different training, different fatigue states, different blind spots produce errors that disagree on
most inputs. Independence is what makes voting and double-checks work.

We test the failure-correlation thesis at three levels of granularity, in increasing strength of the ho-
mogeneity assumption: (a) across vendors (Anthropic, OpenAI, Google), (b) within vendor across
model size (e.g., GPT-5.4 vs GPT-5.4-Mini), and (c) within the same model across independent
inference runs at non-zero temperature. All three tests use cached LLM-as-judge predictions on
the public TRAIL benchmark; no new LLM calls were made.

6.2.1 Cross-model and cross-vendor agreement We measure inter-model failure agreement
on TRAIL across five LLM-as-judge predictions: Anthropic Sonnet 4.6, OpenAI GPT-5.4 and GPT-
5.4-Mini, Google Gemini 3.1 Pro and Flash-Lite. Predictions are classified against the 579 TRAIL
ground-truth annotations into TP (matches both span and category), FP (predicted but does not
match), and FN (annotation missed by the model). For each model pair we compute the Jaccard
index over each set, with bootstrap 95% CIs (5,000 resamples on trace IDs, seed=42).

Table 6: Pairwise prediction agreement, mean across 10 pairs.

Metric

Within-vendor
(n=2 pairs,
cross-size)

Across-vendor
(n=8 pairs)

Delta within
minus across

Bootstrap 95%
CI

TP Jaccard
(span and
category)

0.023 0.071 -0.048 [-0.079, -0.016]

FP Jaccard
(span only)

0.093 0.136 -0.043 [-0.056, -0.028]

18



Metric

Within-vendor
(n=2 pairs,
cross-size)

Across-vendor
(n=8 pairs)

Delta within
minus across

Bootstrap 95%
CI

FP Jaccard (span
and category)

0.025 0.046 -0.020 (not
bootstrapped)

FN Jaccard
(span only)

0.757 0.793 -0.035 [-0.049, -0.022]

Three findings, in order of strength.

Strongly supported: correlated blindness across all model pairs. False-negative Jaccard
averages 0.78 across the 10 pairs, including the cross-vendor pairs. That is, roughly 78% of annota-
tions missed by either model in a pair are also missed by the other model. Two implications. First,
the redundancy patterns ported from human team design (voting, second-opinion checkers) fail at
the FN side regardless of vendor heterogeneity: stacking models from different vendors does not
give you the independence assumption that CRM relies on. Second, multi-vendor heterogeneous
redundancy reduces correlated blindness only marginally (within-vendor 0.76, across-vendor 0.79;
the across number is higher, not lower).

Moderate signal: weak FP agreement. Models hallucinate failures in different places. FP
Jaccard averages 0.09 to 0.14 depending on whether category is included in the match. The naive
expectation that “two LLMs will hallucinate the same wrong category on the same span” is not
supported. Cross-vendor heterogeneity does help here at the margin, but the absolute level of
agreement is low across all pairs.

Direction unexpected on cross-size pairs. The two within-vendor pairs (GPT-5.4 vs GPT-5.4-
Mini; Gemini 3.1 Pro vs Flash-Lite) are deliberately mixed-size, mixing a flagship and a distilled
smaller sibling. They show less prediction agreement than the across-vendor pairs, consistent
with the hypothesis that model size produces more output diversity than vendor identity. This
complicates the simple “same-vendor models correlate more” framing: within-family-cross-size pairs
in our data correlate less, not more, than cross-family pairs at comparable capability levels.

Implication for redundancy strategy. The TP/FP signal does not invalidate heterogeneous
redundancy: models do disagree on what they correctly identify and on what they falsely flag, so
cross-vendor voting can catch some errors. But the FN signal does invalidate it: when models miss
a real failure, they tend to miss it together regardless of vendor. The tiered heuristic-then-LLM
architecture (Section 3) is the strongest defense against correlated blindness available in our data,
because the heuristic detector and the LLM judge have entirely different substrates and produce a
much lower FN Jaccard with each other than any LLM-LLM pair (heuristic FN Jaccard with each
LLM is reported in Appendix A).

6.2.2 Within-same-model multi-sample agreement We additionally compute within-same-
model run-pair agreement using independent cached runs of the same model on the same prompts.
Two model groups have multiple independent runs in the cached prediction archive: Sonnet 4.6
(three runs, two-trace test, twenty-trace test, full 148-trace run, all with claude-sonnet-4-6 at
non-zero temperature) and GPT-5.4-Mini (two runs, three-trace test and full 148-trace run). Within
each group, we restrict each run-pair comparison to the intersection of trace IDs covered by both
runs and recompute Jaccard agreement on (trace, span, category).
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Table 7: Within-same-model run-pair agreement compared to cross-model agreement.
Pair counts in parentheses; means across pairs reported.

Comparison n pairs
FN Jaccard
(span only)

FP Jaccard
(span only)

Category
agreement given
both detect

Cross-vendor
(Anthropic /
OpenAI /
Google)

8 0.793 0.136 (not directly
comparable)

Within-vendor
cross-size
(GPT-5.4 vs
Mini, Gemini Pro
vs Flash-Lite)

2 0.757 0.093 (not directly
comparable)

Within-
Sonnet-4.6
(test2 / test20
/ full)

3 0.989 0.659 0.797

Within-GPT-5.4-
Mini (test3 /
full)

1 1.000 0.308 0.250

The within-same-model FN Jaccard is dramatically higher than the cross-vendor figure (0.989 versus
0.793 for Sonnet 4.6, 1.000 versus 0.793 for GPT-5.4-Mini). The same model on the same prompt
misses essentially the same TRAIL annotations across independent runs. The within-same-model
FP Jaccard is also markedly higher than cross-vendor (0.659 versus 0.136 for Sonnet 4.6), and
the category agreement given both runs detect the same span is 0.80 for Sonnet 4.6 and 0.25 for
GPT-5.4-Mini.

This is the strongest empirical signal in the paper for the failure-correlation thesis: at the within-
same-model level, the failure structure is largely deterministic in the failure mode. Repeat sam-
pling at non-zero temperature does not approximate independent observers; it approximates near-
deterministic re-reads of the same conditional distribution. Voting across N samples of the same
model captures roughly the variance of one sample with respect to false positives but recovers
essentially zero additional true positives.

Caveats. Sample sizes are small: only 2 traces are common to all three Sonnet 4.6 runs, 19
traces are common to test20 and the full Sonnet 4.6 run, and 3 traces are common to GPT-5.4-
Mini’s test3 and full run. The cached test runs were not designed as multi-sample experiments;
they are happy artifacts of staged evaluation work that we re-purpose here. A purpose-built within-
model multi-sample experiment (single model, many traces, fixed N samples per trace, at controlled
temperature) would yield tighter confidence bands. We flag this as priority follow-up (Section 7.1)
but the current cached data already produces a clear directional signal: within-model correlation
dominates within-vendor correlation, which dominates across-vendor correlation, in the order the
homogeneous-population thesis predicts.
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6.2.3 Cross-tier correlation: Pisama heuristic vs LLM-as-judge The natural follow-up
question is whether the heuristic detector and the LLM-as-judge sit on substrates that are them-
selves decorrelated, since this is the empirical basis for the tiered architecture’s effectiveness. We
re-run the Pisama heuristic detector on TRAIL with per-trace prediction logging and compute the
FN Jaccard between heuristic and each of the five cached LLM-as-judge predictions.

Table 8: Cross-tier (heuristic vs LLM-as-judge) prediction agreement on TRAIL,
n=564 mapped annotations. Heuristic recall in this fresh run: 0.583. Each LLM is paired
against the heuristic; the FN Jaccard is the fraction of annotations that BOTH the heuristic and
the LLM miss, divided by the union missed by either.

LLM model

Heuristic-only
TPs (LLM
missed)

LLM-only TPs
(heuristic missed) TP Jaccard FN Jaccard

Sonnet 4.6
(Anthropic)

310 2 0.057 0.428

GPT-5.4
(OpenAI)

293 28 0.101 0.392

GPT-5.4-Mini
(OpenAI)

324 0 0.015 0.420

Gemini 3.1 Pro
(Google)

311 7 0.054 0.418

Gemini 3.1
Flash-Lite
(Google)

326 0 0.009 0.419

Mean across 5
pairs

312.8 7.4 0.047 0.415

Cross-tier correlation is dramatically lower than any LLM-LLM correlation we mea-
sured:

Comparison Pairs FN Jaccard mean
Heuristic vs LLM (cross-tier) 5 0.415
LLM-LLM across-vendor 8 0.793
LLM-LLM within-vendor cross-size 2 0.757
LLM-LLM within-same-model multi-sample 4 0.989

The 0.415 cross-tier FN Jaccard is 0.378 lower than the 0.793 cross-vendor LLM-LLM Jaccard.
When the heuristic misses an annotation, the LLM has substantively independent signal: 42% of
misses are shared, vs 79% for cross-vendor LLM pairs.

The complement is one-sided. On average, 313 annotations are caught by the heuristic but
missed by the LLM, and only 7 are caught by the LLM but missed by the heuristic. On TRAIL,
the heuristic is the dominant tier; the LLM adds marginal complementary recall. The combined-
tier recall (heuristic OR any of 5 LLMs detects) is 0.642 versus 0.583 heuristic alone, a +5.85
percentage-point lift, and 0.158 for any LLM alone (the LLM-as-judge baselines are very weak on
TRAIL).
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Implication for the tiered architecture. The hybrid pipeline is empirically justified by sub-
strate decorrelation. Voting across LLMs, even across vendors, recovers little independent informa-
tion because LLM-LLM FN Jaccard is high (0.79 to 0.99). Voting between a heuristic and an LLM
recovers more independent information because the cross-tier FN Jaccard is much lower (0.42).
This is the architectural counterpart to the within-model correlation finding (Section 6.2.2): the
right way to fight correlated LLM blindness is to pair LLMs with detectors on a fundamentally
different substrate, not with more LLMs.

6.3 Comparison with Less-Is-More Heuristic Decision Frameworks

The 5x improvement over LLM-as-judge baselines is most pronounced on structural failure modes
(context handling, loops, tool selection). On semantically rich failures (hallucination, goal devia-
tion), heuristics are competitive but not dominant. This pattern is consistent with [Gigerenzer,
2004]’s “less is more” framework: in environments where a single diagnostic cue carries most of the
information, simple rules outperform complex models that try to weight all available cues. Multi-
agent failure detection is high-dimensional, but the diagnostic information for many failure modes
is concentrated in a small number of structural signals.

6.4 Practical Implications

The tiered architecture allows production deployments at $0.03 per trace, two orders of magnitude
below LLM-as-judge alternatives. This makes failure detection viable in continuous-integration and
high-volume production contexts where LLM-as-judge is prohibitive. For research consumers, the
released open-source implementation provides a reproducible baseline against which novel detection
methods can be compared.

7. Limitations and Threats to Validity
7.1 Within-Same-Model Correlation: Sample-Size Limited

Section 6.2.2 reports within-same-model run-pair agreement using cached test-run artifacts not
originally designed for multi-sample correlation analysis. The Sonnet 4.6 group covers 3 run-pairs
over 2 to 19 common traces; the GPT-5.4-Mini group covers 1 run-pair over 3 common traces.
The directional signal is clear (within-model FN Jaccard 0.99, within-model FP Jaccard 0.66, both
substantially above cross-vendor) but bootstrap CIs are wide because of the small overlapping
subsets. A purpose-built within-model multi-sample experiment (one model, fixed N samples per
trace, controlled temperature, all 148 TRAIL traces) would produce a tighter empirical claim. We
flag this as priority follow-up.

7.2 Calibration Corpus Composition

The 8,338-entry calibration corpus is dominated by benchmark-derived material rather than syn-
thetic generation. External benchmarks contribute approximately 75% of entries (mast_real 2,050;
gaia_real 786; libreeval_real 663; swebench_real 500; trail_real 458 derived from 144
TRAIL public-split traces; smaller contributions from halueval_real, agentrewardbench_real,
agenterrorbench_real, agentboard_real, gaia2_real, sweagent_real, openpromptinjection_real,
memgpt_real, n8n_execution_real); approximately 23% is LLM-generated or synthetic; the rest
is hand-crafted. Per-detector calibration F1 should be read as in-distribution-with-respect-to-the-
listed-benchmarks performance, not held-out generalization. The real-trace subset (Section 5.4)
is the most reliable indicator of operational performance: top detectors there reach F1 0.85-0.97,
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lower than synthetic-set F1 (0.876 mean) but still strong for the structural-signal detectors.
Section 7.11 quantifies the TRAIL-specific overlap and its effect on the headline result.

We mitigate but do not eliminate this risk via: - Per-difficulty F1 breakdown (saturated easy-only
detectors flagged for hard-sample regeneration) - Real-trace subset reporting alongside synthetic-set
aggregates - Public release of the calibration data so external auditors can replicate

7.3 Single-Vendor LLM Exposure

Tier 4 LLM judge uses Claude Sonnet 4. Failure modes may shift with other vendors. Cross-vendor
evaluation (running Tier 4 with GPT-5.4, Gemini 3.1, and open models) is left for future work.

7.4 TRAIL Evaluation Limited to Heuristic Tier

We report TRAIL results for the heuristic tier only and do not extend to the full tiered pipeline.
Adding Tier 4 escalation should improve recall (currently 0.595) but may reduce precision below
the current 1.00. Full-tier TRAIL evaluation is left to future work.

7.5 Detector vs. Root Cause

The detectors flag failure modes; they do not always attribute root cause. Multi-agent attribution
is itself a benchmark task (Who&When), and our pipeline relies on Tier 4 LLM judgment for it.

7.6 Saturation Risk

Detectors with F1 ≥ 0.95 on fewer than 5 hard samples are flagged for hard-sample regenera-
tion. Currently saturated: decomposition (calibration set), specification (TRAIL public split),
loop (TRAIL public split). The latter two saturation flags are partly explained by the TRAIL-
overlap finding in Section 7.11: when the calibration corpus includes 144 of 148 TRAIL traces and
the per-detector thresholds are optimized against material derived from those traces, evaluation
against the same trace pool produces saturated F1 by construction. Results may shift as datasets
harden and as the calibration set is rebuilt with stricter held-out partitions. We treat saturation
flags as required signals, not as accomplishments.

7.7 English-Only

All datasets are English. Multilingual evaluation is left for future work. Detectors with structural
signal (loop, overflow, cost) should transfer; semantic detectors (hallucination, communication,
persona) may not.

7.8 Selection Bias in Human-Factors Mapping

The taxonomy reflects a particular reading of the human-factors and cognitive-psychology literature.
We did not perform a systematic review of all relevant frameworks. Alternative mappings (natu-
ralistic decision-making, distributed cognition, ecological psychology) may yield different category
boundaries. The Group A / Group B / Group C structure is intended as productive scaffolding,
not as a definitive partition.
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7.9 No Comparison with Other Hybrid Detection Systems

We compare with LLM-as-judge baselines but not with other hybrid heuristic-plus-LLM systems.
To our knowledge, no other public hybrid system reports calibrated TRAIL or Who&When results,
but this gap should be revisited if such systems become available.

7.10 Distribution Shift: TRAIL Precision Does Not Transfer Linearly to Production
Conversation Traces

The 1.00 micro precision reported on TRAIL (Wilson 95% lower bound 0.992) is a property of
TRAIL’s labels and trace formats and reflects that the heuristic detectors were tuned on traces
drawn from the same public split that is also used here as the evaluation set (Section 7.11). An
internal review of Pisama detector behavior on real Claude Code conversation traces (30 sessions,
first 30 spans per session, full DetectionOrchestrator pipeline) finds that several detectors fire on
the majority of normal sessions at high confidence, with most fires being structural false positives
rather than real failures. Specifically:

• The workflow detector fires on 30 of 30 sessions (mean confidence 0.92) primarily because con-
versational traces are linear chains rather than DAGs, triggering structural checks (dead_end,
orphan_node, excessive_depth, missing_termination) that do not represent failures.

• The information_withholding detector fires on 19 of 30 sessions (mean confidence 0.93) via
keyword-match on terms like “error” or “failure” appearing in tool output bodies, not because
information is withheld.

• The communication detector fires on 18 of 30 sessions (mean confidence 0.91) because the
Claude Code adapter assigns the same agent name to consecutive assistant turns, triggering
inter-agent-handoff failure patterns intra-agent.

• The loop detector fires on 29 of 30 sessions (mean confidence 0.86), with the structural-
loop pathway producing many false positives on the natural assistant, tool-call, user-result,
assistant pattern of tool-calling agents. The repeated-same-tool subdetector retains high
precision and remains useful.

These behaviors do not contradict the TRAIL result: TRAIL traces are filtered to multi-agent
execution traces with annotated failures, so the false-positive signatures above do not arise. They do,
however, indicate that the TRAIL precision figure should not be interpreted as a universal precision
claim. Distribution shift to single-agent conversational traces, agent frameworks with different
naming conventions, or deployments without DAG-shaped execution will degrade precision.

Three implications for downstream users:

1. Production deployment requires per-framework adapter calibration. Pisama’s framework-
specific detectors (Section 5.4 OpenClaw subset) are an instance of this calibration; equivalent
passes are required for each new framework.

2. Detector confidence scores should not be treated as calibrated probabilities until a per-
framework FP audit is performed. Pisama’s tier-gate thresholds (Section 3.3) are calibrated
against the synthetic golden set, not against real-traffic FP rates.

3. The detector inventory should evolve toward composability: structural detectors (workflow,
loop structural-pathway) should be skippable on conversation-shaped traces via a flag, and
the LLM judge tier should be the default for novel frameworks until structural calibration is
performed.

We document this finding in backend/data/real_data_detector_review.md in the released code
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repository, including per-detector estimated precision on real Claude Code sessions. Reviewers and
downstream users are encouraged to consult that review alongside the headline TRAIL numbers
reported here.

7.11 TRAIL Test-Split Overlap with Calibration Corpus

This section is the most consequential limitation of the empirical reporting in this paper, surfaced
during a post-submission audit of the calibration corpus and disclosed prior to public posting on a
versioned preprint server.

The finding. Of TRAIL’s 148 publicly released traces (the only split shipped by Patronus AI
[2026]), 144 traces are referenced by hash prefix in entries within backend/data/golden_dataset_external.json
tagged source: trail_real. The calibration corpus contains 458 entries derived from those 144
traces, distributed across the same nine detectors that report TRAIL micro-precision in Section
5.1: derailment, specification, coordination, hallucination, context, retrieval_quality,
decomposition, corruption, grounding. Per-detector exposure (benchmark-derived calibration
entries divided by total calibration entries for that detector) is substantial: specification 79.3%,
completion 69.1%, derailment 66.8%, hallucination 63.5%, coordination 62.7%, context
52.0%, grounding 49.3%, decomposition 49.2%, loop 33.2%. Every detector that reports a
TRAIL micro-precision figure was calibrated on TRAIL-derived material.

The consequence. The headline result reported in Section 5.1 — heuristic-tier 0.599 joint accu-
racy with 1.00 micro precision (Wilson lower bound 0.992) on the 148-trace TRAIL public split —
is an in-distribution result. It establishes that the calibrated detector suite achieves the reported
metrics on the trace pool it was tuned against. It does not establish held-out generalization to
TRAIL traces unseen during calibration, because all but four traces were seen. The 5.0x gap over
the strongest LLM-as-judge baseline (GPT-5.4, joint accuracy 0.119) compares uneven conditions:
the heuristic detectors were optimized for these traces; the LLM judges were not.

What still stands. The Section 5.2 result on the Who&When 58-case hand-crafted subset is
genuinely held out: cross-referencing all Who&When question IDs against the calibration corpus
confirms zero overlap. The internal calibration-set result reported in Section 5.3 (mean F1 0.876
across 18 detectors) is unaffected because it is reported as a calibration result, not a generalization
claim. The taxonomy in Section 6 and the failure-correlation finding in Section 6.2 remain as-stated
with one caveat: the cross-tier decorrelation comparison between the heuristic tier and LLM-as-
judge tier on TRAIL is contaminated by the same overlap (one tier saw the data, the other did not),
so the cross-tier finding should be read as evidence that two systems exposed to different training
signals produce different errors, not as a controlled comparison of architectural choices.

What we would change. A faithful TRAIL evaluation requires a held-out partition that did not
feed calibration. Two paths exist: (a) request a held-out evaluation partition from Patronus AI
(TRAIL’s authors), submit per-detector predictions blind, and report on that; (b) run the calibrated
detectors on a different multi-agent failure benchmark with no overlap with our calibration corpus
(Who&When is one such; the MAST corpus reaches 24.6% of our calibration material and is
therefore not a clean substitute). Both paths are committed work for future versions of this paper,
not addressed here. A revised TRAIL section in a subsequent version of this paper will report
held-out numbers, with the present numbers retained as in-distribution context.

Why we are reporting this anyway. The in-distribution number is still informative as a
calibrated-system upper bound on this benchmark, and the cross-tier decorrelation pattern (Section
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6.2) is robust under the audit. We disclose the leakage rather than withdraw the result because
(a) the disclosure is more useful to the field than silence, (b) the calibration-corpus composition is
reproducible from the released code and an external auditor can verify the numbers above, and (c)
the failure mode this disclosure surfaces — benchmarks ingested into calibration corpora without
held-out partitioning — is itself a finding worth making publicly so other groups building agent-
failure detectors do not repeat it.

MAST exhibits the same in-distribution pattern at a smaller scale, and v5 disclosed
an additional finding: by the MAST paper’s own metric (Cohen’s �), no substrate we
tested operates above chance on the benchmark. 24.6% of the calibration corpus derives
from MAST traces, and Section 5.7 reports a four-substrate analysis against the MAST-released
labels. All four substrates’ pooled � values land within ±0.04 of zero (Pisama heuristic -0.025;
Pisama hybrid -0.025; Haiku 4.5 +0.039; Sonnet 4.6 +0.019), versus the MAST paper’s reported
� = 0.77 (o1 vs human, 21-trace subset) and � = 0.88 (human vs human, same subset). The F1
numbers we initially reported (Pisama macro F1 0.178, Haiku 0.097, Sonnet 0.058) overstated
detection capability on this dataset because F1 rewards recall on imbalanced binary labels and
Pisama’s F1 was driven by heuristic over-firing without calibrated above-chance lift. The genuine
cross-tier finding from MAST is that substrate-vs-substrate � between Pisama and either Claude
judge is essentially zero (Pisama � Haiku � +0.024, Pisama � Sonnet � -0.021), while the two Claude
judges agree with each other at � +0.316. Combining Pisama with any Claude judge is maximally
decorrelating; combining two Claude judges is largely redundant. This is the cross-tier decorrelation
thesis from §6.2.3 reproduced at a second metric (� in addition to FN/FP Jaccard) on a second
benchmark.

8. Conclusion
We present a tiered detection pipeline for multi-agent LLM failures combining low-cost heuristic
detectors with selective LLM-as-judge escalation. On TRAIL, the heuristic tier alone achieves 0.599
joint accuracy with 1.00 micro precision (Wilson 95% lower bound 0.992) on the 148-trace public
split, of which 144 traces appear in our calibration corpus by reference to 458 derived entries; the
result is therefore in-distribution and Section 7.11 discloses the per-detector overlap. The 5.0x
gap over the strongest LLM-as-judge baseline (which is not benchmark-tuned) compares uneven
conditions and should not be read as a held-out generalization claim. On the Who&When hand-
crafted subset (zero overlap with the calibration corpus, genuinely held-out), the tiered Pisama +
Opus 4.7 pipeline achieves 0.638 agent accuracy and 0.362 step accuracy, exceeding the strongest
LLM-only baseline (GPT-5.4 Mini at 0.603 / 0.224) by 5.8% relative on agent identification and
61.6% relative on step localization. An apples-to-apples ablation against Opus 4.7 alone (0.586 /
0.293) shows Pisama heuristic priors contribute +5.2 percentage points on agent identification and
+6.9 percentage points on step localization on top of the same LLM. The pipeline operates at $0.03
per trace under typical heuristic-dominant workload, two orders of magnitude below LLM-as-judge
alternatives.

The empirical contribution is that pattern-matching detection, properly calibrated, outperforms
LLM-as-judge on a substantial fraction of multi-agent failure modes at zero marginal cost. The
taxonomic contribution is that human-factors literature provides productive scaffolding for what
to look for but transfers mechanism poorly; three failure categories (prompt injection, sycophancy
cascade, convergence pathology) require theory built for LLM substrates rather than ported from
human-error frameworks.
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We empirically test the homogeneous-population error correlation thesis at four levels of homo-
geneity using cached LLM-as-judge predictions and a fresh per-trace heuristic-detector run: across-
vendor LLM-LLM, within-vendor cross-size LLM-LLM, within-same-model LLM multi-sample, and
cross-tier heuristic-vs-LLM. False-negative Jaccard increases monotonically with homogeneity at
the first three levels (0.79 / 0.76 / 0.99) and drops to 0.42 at the cross-tier level. Within-same-
model false-positive Jaccard reaches 0.66 versus 0.14 across-vendor; cross-tier FP Jaccard is 0.05.
The cross-tier finding empirically grounds the tiered heuristic-then-LLM architecture: the heuristic
and LLM substrates are far more decorrelated than any LLM-LLM pair we measured, and com-
bining them is the only mechanism among those measured that meaningfully reduces correlated
blindness. The data directly invalidate the independent-error redundancy assumption that un-
derpins voting and second-opinion patterns inherited from human team design, particularly when
ported to repeat samples of one model.

Code, detector implementations, and calibration data are released under MIT license at
https://github.com/tn-pisama/mao-testing-research.
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Appendix A. Per-Detector Specifications
The per-detector specifications (detection algorithm, confidence calibration formula, escalation
policy, output schema, illustrative examples) are released alongside this paper as source code
at github.com/tn-pisama/mao-testing-research/backend/app/detection/ (one file per detec-
tor). Each module follows a uniform structure: top-level metadata constants, severity and type
enums, an <Name>Issue and <Name>Result dataclass, and an <Name>Detector class with a public
detect(...) method. We list the 18 detectors and their target failure modes in Table 1 of the
main text.

Appendix B. Calibration Set Construction
The calibration corpus comprises 8,338 trace entries drawn from three source classes: ex-
ternal benchmarks (TRAIL public split via trail_real, MAST via mast_real, plus
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GAIA, SWE-Bench, HaluEval, LibrEval, AgentRewardBench, AgentErrorBench, Agent-
Board, OpenPromptInjection, MemGPT, and n8n production traces — full per-source
counts in §4.1), LLM-generated entries, and hand-crafted entries. The full per-detector
golden-set construction protocol, difficulty grading rubric, and overlap-with-test-set documen-
tation (§7.11) are released at backend/app/detection_enterprise/golden_dataset.py and
experiments/20260430/coding_protocol.md. Who&When question IDs do not appear in the
corpus; TRAIL public-split traces do (144 of 148, by 458 derived entries).

Appendix C. Per-Detector F1, P, R, Latency, Cost Tables
The full per-detector calibration table (F1, precision, recall, optimal threshold, sample
count, per-difficulty F1 breakdown, latency p50/p95/total, LLM judge cost) is released at
backend/data/calibration_report.json (Sprint 11, 2026-04-19). The per-detector saturation
flags described in Section 3.4 are recorded in the same artifact.

Appendix D. Cost Model Details and Production Workload Assumptions
The cost model derivation, observed per-detector escalation rates, target-operating-point reasoning,
and sensitivity analysis to traffic mix are documented at backend/app/detection_enterprise/cost_model.py
and papers/agent-failure-taxonomy/experiments/20260430/cost_model_assumptions.md.
The headline figure of $0.03 per trace assumes the heuristic-dominant traffic mix observed on
production OpenClaw and LangGraph traces over the 30 days preceding 2026-04-30.

Appendix E. Released Artifacts (Reproducibility)
All numbers in the body trace to a JSON artifact released in the public repository.

Number reported Source artifact
TRAIL heuristic 0.599 joint accuracy, 1.000
micro precision (Wilson 95% lower bound 0.992;
in-distribution per Section 7.11)

backend/data/benchmark_baselines/trail_pisama_heuristic_2026-04.json

TRAIL test-split overlap with calibration
corpus (144 of 148 traces; 458 derived entries;
per-detector exposure 33-79%)

backend/data/golden_dataset_external.json
(entries with source: trail_real)

TRAIL LLM-as-judge baselines (GPT-5.4
0.119, Sonnet 4.6 0.069, Gemini 3.1 Pro 0.068,
GPT-5.4-Mini 0.015, Gemini 3.1 Flash-Lite
0.011)

backend/data/benchmark_baselines/trail_<model>_2026-04.json
(5 files)

TRAIL bootstrap 95% CI [0.719, 0.773] on
micro F1

papers/agent-failure-taxonomy/experiments/trail_bootstrap_ci.json

TRAIL tiered ablation (Tier 1 only / 1+2 /
1+2+3)

papers/agent-failure-taxonomy/experiments/trail_ablation.json

Who&When LLM-only baselines on
hand-crafted 58-case subset

backend/data/benchmark_baselines/whowhen_<model>_handcrafted_2026-04.json
(5 files)

Who&When Pisama + Opus 4.7 (0.638 / 0.362) papers/agent-failure-taxonomy/experiments/whowhen_pisama_opus47_handcrafted.json
Who&When Opus 4.7 alone (0.586 / 0.293) papers/agent-failure-taxonomy/experiments/whowhen_opus47_only_handcrafted.json
Cross-vendor failure correlation (FN Jaccard
0.79, FP Jaccard 0.14)

papers/agent-failure-taxonomy/experiments/cross_vendor_correlation.json
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Number reported Source artifact
Within-same-model failure correlation (Sonnet
4.6 FN Jaccard 0.99, FP Jaccard 0.66)

papers/agent-failure-taxonomy/experiments/within_model_correlation.json

Internal calibration mean F1 0.876 across 57
detectors

backend/data/calibration_report.json
(Sprint 11, 2026-04-19)

Real-Trace distribution-shift findings (Section
7.10)

backend/data/real_data_detector_review.md

Each experiment script is in papers/agent-failure-taxonomy/experiments/20260429/ (Round
1) or experiments/20260430/ (Round 2). The benchmark CLI invocation that reproduces the
TRAIL 0.599 figure is documented in Section 4.4.
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